Paired per-client test rare-class macro-F1: proposed (selected beta) vs ORIGINAL PROTEAN
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Each point is one (client, seed) test observation; x = client id, marker = seed. Points compare the support_weighted run at the validation-selected beta against original_protean on the same partition. At a=0.25 the selected beta is 0, so the residual spread is numerical (equal-weight equivalence), not a weighting effect. Do not treat client id across seeds as the same real-world client.



